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Introduction
Meteorological Forecasting History
Since biblical times, mankind has been attempting to interpret the current surroundings in
order to predict future weather conditions. Prior to the Italian renaissance, the forecasting of
weather conditions resting solely on the observation of the sky. This method, while not
depending on the principles of mathematics, proved accurate enough for early trans-oceanic
explores and ancient armies. Unfortunately for these civilizations, the results were only slightly
accurate within short periods of time.
In the late 1600s, the original writings of Italian physicist Evangelista Torricelli foretold
of the relationship between dynamic atmospheric air pressure and ambient weather conditions
(i.e. storms, precipitation, etc.)1. It was not until the emergence of Torricelli’s invention (the
barometer) that weather forecasting began to grow roots into mathematics. Atmospheric
pressure trends yielded the first numerical system to predicting air movements and the
subsequent weather.
Not long after the introduction of the atmospheric barometer,
German physicist Daniel Fahrenheit introduced a new measuring tool for
weather-observing prognosticators in 17142 . The mercury thermometer
provided a valuable addition to the data collected by the barometer. It
would be more than two-hundred years before true mathematical models
would begin to take advantage of the newly acquired data.
Shortly after the conclusion on World War I, British meteorologist
Lewis Richardson stated that since the atmosphere follows the laws of physics, it is possible to
use mathematical calculations to predict future weather conditions. Although Richardson’s
mathematical formulas were relatively simple, their reiterative nature limited their effective use
until the emergence of the computer3 .
Today’s meteorological forecasting largely remains unchanged in it’s concepts and
mathematics. Technology has largely influenced the manner in which we obtain data, and the
way in which we process and interpret the computed results.

1

“Letter to Michelangelo Ricci concerning the Barometer” - http://web.lemoyne.edu/~giunta/torr.html

2

“Daniel Gabriel Fahrenheit” - http://chem.oswego.edu/chem209/Misc/fahrenheit.htm

3

“The Emergence of Numerical Weather Prediction: Richardson's Dream”, Peter Lynch. Cambridge
University Press; 1 edition (November 20, 2006), pgs. 17-25.
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Methods of Forecasting
In modern meteorology, five methods are largely utilized. While each method presents
different ways of interpreting data, they present their own varying degrees of accuracy for certain
types of forecasting.
Persistence Method1
The Persistence method, while the simplest in form of the five methods, typically
provides a quick and (relatively) accurate forecast for a short period of time. The method
basically employs the concept that current conditions will “persist” or remain unchanged. This
concept obviously cannot be accurate over a longer period of time; however, over a span of a
couple of hours, it can be expected to be reliable. This method is also referred to as “nowcasting” because of it’s complete reliance on current conditions.
Trends Method
The second method focuses on the derivative characteristics of weather changes. This
method is almost exclusively used in the prediction of frontal system movements and storm
progression. It calls upon the “rate of change” of a particular existing system (ie. velocity,
strength increase/decrease, etc.) to predict a future location and characteristics of that system.
Climatology Method
Leaning more on the concepts of cycles and patterns, the climatology method takes into
account the behavior of weather systems over periods (i.e. yearly or seasonally) and sub-periods
(i.e. monthly, daily, or weekly) of time. These meteorological models are then applied to known
variables of the current weather observation. Using the past known data, impending unknowns,
such as the events to follow, are averaged and calculated. This method is useful in determining a
forecast of an upcoming season or monthly period. It’s usefulness in predicting daily variables is
limited to the number of variables being sought (i.e. temperature, precipitation, humidity, etc.).
Analog Method
The fourth method is arguably the most accurate. Using the Analog approach, a model
must by implemented which gathers all current data (along with any previous data available) and
search through all historical data for an exact replication. Once such an equality has been found,
the following historical data is recorded as a possible prediction. All possible predictions are
then weighed (averaged from multiple methods) to create the forecasted variables. While this
method has been proven to be highly accurate, the probability of the existence of such an
equality is typically very low. This conundrum leads to the final of the five forecasting methods.
1

http://ww2010.atmos.uiuc.edu/(Gh)/guides/mtr/fcst/mth/prst.rxml
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Numerical Method
As with the analog method, historical data is depended upon with the numerical method.
However, unlike the challenges presented with the analog method, this method utilizes the
principles of mathematics (namely statistics and numerical methods) to compensate for the lack
of exact matching results. As a result of the heavy computing requirements often associated with
generating highly repetitive algorithms and equalities, super-computers are often called upon to
generate widely distributed models for meteorological use.
Purpose
It is clear to see the advantages and the disadvantages of all of the key methods used in
today’s weather forecasting. It is our purpose to be able to reliably and accurately forecast the air
temperature for the city of Atlanta. This forecast is to be made using only historical temperature
data from the subject city (Atlanta, Georgia) and surrounding weather stations (cities).
We will strive to utilize the strong points of all of the forecasting methods (which is
common practice within the meteorological field). Our hypotheses and prediction algorithms
shall be implemented and executed using MATLAB® software1 . Our data shall be compiled and
prepared using a standard spreadsheet program.

Data Collection
Weather Stations
The basis for most forecasting methods lies in historical weather data. Since we are
focused on the singular category of ambient air temperature, we sought out extensive amounts of
regional and national data.
Most historical weather data is produced by weather stations. These facilities are often
operated and maintained by private organizations (schools, universities, news outlets, etc.);
however, the most reliable are rigorously maintained and inspected by the FAA (Federal Aviation
Administration)2. Given the high reliance that aviators have in this data, it only follows that the
data from such stations be reliable, consistent, and accurate.

1

Register by The MathWorks, Inc. - http://www.mathworks.com/

2

“FAA Maintained Weather” - http://www.aviationweather.gov/
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Data Locations
After determining the type of station which we would utilize for our data, we needed to
determine the locations for our data set. Our primary location (Atlanta, Georgia) is located
centrally in the southeastern United States. From what we already knew, weather patterns in
North America tend to travel from West to East. Seasonally, the temperature fluctuations vary
from north to south. This behavior is often credited to the Coriolis Effect (force)1. With this
concept in mind, three other cities were selected as to create two “levels” of penetration into the
Atlanta area.
The first location was selected to be Houston, Texas. Although close in proximity to an
open body of water (the Gulf of Mexico), Houston shares many seasonal characteristics with
Atlanta. Rainfall levels and seasonal length are consistent between the two metropolises.
Secondly, Houston has had a steadily operating weather station for more than sixty-years.
Houston and Atlanta have a straight-line distance of 597 nm at 253 degrees 2.
The next location selected was Quincy, Illinois. The regional airport (KUIN 3) in Quincy
has been in operation since January 1973. Located 348 nm to the northwest of Atlanta (323
degrees), Quincy provided a reliable source of data along a critical northwestern approach path
to the Atlanta area.
Lastly, Duluth, Minnesota was chosen due to it’s close proximity to the US-Canadian
border and to the northern Great Lakes. Duluth International Airport 4 has been in active
operation since January 1948. Initially a military installation on the nation’s northern border, the
modern international air terminal has been updated with state-of-the-art meteorological
monitoring equipment.
Our primary location was chosen to be Atlanta’s Hartsfield-Jackson International Airport
(KATL). Since opening in 1926, the Atlanta airport has been classified as the busiest in the
world in 2007 by serving more than 89.4 million passengers in that year 5.

1

“Coriolis Effect” - http://en.wikipedia.org/wiki/Coriolis_effect

2

“Houstonʼs George Bush International” - http://www.airnav.com/airport/KIAH

3

“Quincyʼs Baldwin Field” - http://www.airnav.com/airport/KUIN

4

“Duluth International Airport” - http://www.airnav.com/airport/KDLH

5

“Atlantaʼs Hartsfield-Jackson Airport: KATL” - http://en.wikipedia.org/wiki/HartsfieldJackson_Atlanta_International_Airport
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Data Sources
The internet has provided a great deal of information to relatively every area of the globe.
Unfortunately, it has also created unlimited possibilities for revenue generating data warehouses.
Many websites offer historical weather data for a fee. These costs range from $45-$75 per
station. Luckily, we were able to obtain large amounts of data from the National Climatic Data
Center, a division of the National Oceanic and Atmospheric Administration (NOAA)1.
Although this data was “free,” we
were presented with issues in formatting.
The data from NOAA was published in a
singular comma delimited form, and some
data entries were notated (as can be seen in
the image to the right). In order to prepare
our data for programming and mathematical
manipulations, we needed to first gather all
data into combined and equal size vector
forms (columns).
Data Preparation and Cleaning
Initially, the data was downloaded in
a text format (.txt). Next, the file was
imported into Microsoft Excel©. Once all
cities were loaded into separate sheets in Excel©, a master sheet was created and formulated to
format all data into numerical values, and align the individual municipal data into date assigned
rows.
The formula to the right was used
to “clean” the data on the sub-sheets. This
code took the text format data directly
from NOAA and outputted a numerical
value within a 1/10th allowance.
After the data was “cleaned” and
stored in numerical form, the master sheet was built using a vlookup command. The function
written to perform this task is displayed on the following page.

1

“National Climatic Data Center” - http://www.ncdc.noaa.gov/oa/ncdc.html
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The resulting spreadsheet provided us with all of our data in an easily referenced and
organized manner.

The final issue we faced was that of missing data. Although most weather observing
stations and devices are reliable most of the time, outages do occur. Maintenance and upgrades
can account for up to six months to one year of missing data. As the case would have it,
importing the data into MATLAB® yielded an unusable matrix (all rows were not equal). Since
we were going to be implementing methods of temperature differentials (and not as much related
to the average), “filling” these dates in with constant values would yield a “rate-of-change” (or
derivative) of zero (0). It was imperative that a minimal number of days be affected by this
scenario in our primary city (Atlanta). Fortunately, this was the case as only eight (8) days were
-6-

missing out of sixty-three years. Since only .03% of our overall primary city data was estimated,
we were confident that the error it represented would be trivial.
Following all of our efforts in data collection, we were only then faced with daily updates
to maintain it’s current status. With this information, we were able to move forward with our
mathematical manipulations.

The Linear System
One of the very first assumptions made by our group was that each current day's
temperature relied on the preceding days, and that the further the distance between days, the less
of an impact it would have on the current temperature. Thus, one of the first approaches
attempted by our group was that of creating a linear system to predict the temperature. First, we
formed equations like these listed below:

Generally, when faced with a problem like this, there are different methods that can be
used to solve for the unknowns. In elementary algebra there are the basic methods of elimination
and substitution. For simpler systems, many choose to approach the problem by graphing the
equations. However, since we are dealing with both five equations and five unknowns, we
decided to approach solving this problem by solving the equation

where A is a 5x5 matrix consisting of the previous 5 days temperature, b is a 5x1 matrix
of the actual days temperature, and x is a 5-by-1 matrix of coefficients that, multiplied by A, give
us matrix b. Our assumption was then that after solving this matrix, we could take the
coefficients obtained in [x] and use them on any previous 5 days temperature to predict the sixth
day. Below is a better explanation of matrices A, x, and b. The matrix A is as follows:
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The matrix b:

And matrix x:

We then constructed a MATLAB® code in order to pull from our entire array of
temperature data. The code we used built both the matrix A and matrix b from the data. It then
multiplied both A by b-1 to receive our matrix x. We can then enter data for the past 5 days,
multiply it by matrix x and then receive a prediction for any day we choose. The MATLAB®
code was as follows:

However, this method seemed to cause much more headache and frustration than hope
and promise. As you can see from the results that follow, at some points we got answers that did
not deviate much from the actual temperatures. A downfall of this though was that the values of
[x] were never consistent values. They varied from positive values to negative values quite
frequently and in some cases the first previous day had the most impact while it was other days
that influenced the prediction the most. There were even occurrences of five days previous
-8-

having the greatest weight in the prediction. Along with our concern for the fluctuation in x
values, we also could receive "bogus" answers at points. During one prediction when the actual
temperature that we were trying to predict was 81, our method yielded a prediction of 33, and at
one point we even received a prediction of infinity. It was at this point that we realized this
approach may not be the best decision.
One reason for the lack of reliability in this method is when jumps occur in our data.
Anytime the temperature fluctuated greatly during the five previous days used, the prediction
would be heavily impacted by the difference from the normal temperature. Thus, after debating
and exploring the method in a little more depth, we decided that it would be best if we explored
other approaches.

Fast Fourier Transform (FFT)
Trends Method
Although this method was extensively used for the city of Atlanta, the same technique can be
applied to any other city granted that the data is properly collected and formatted. The first step
in attempting the FFT method was to plot the entire dataset using the image scale function in
MATLAB®. This function displays a matrix as an image; each element of the matrix specifies
the color of a rectilinear patch in the image. The results of our dataset plots are displayed as
follows.

Looking at the figures, we can observe that the temperature fluctuates from low to high
and then back to low from the beginning of the year, to the midpoint, and to the end of the year
respectively. Based on this observation, we assumed that our data follows a sine wave pattern
with the following general equation:
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Where Co and C1 are the average temperature and the sine wave amplitude respectively.
Because our data is sinusoidal, we decided to attempt the Fast Fourier Transform method. This
method is a very efficient algorithm used to transform a function into another function going
from the frequency domain to the time domain and vice-versa. The general formula for the Fast
Fourier Transform is displayed below:

Although the actual mechanics of the Fast Fourier Transform are beyond the scope of this
course, we use the FFT method for two major reasons: First was to verify that our data only
contained one frequency and that no hidden frequencies were discovered throughout the
remainder of the dataset. The second major reason was to help compute both the average
temperature and the sine wane amplitude for our model described earlier. The only assumption
we made prior to using this model is that our data is sinusoidal which was verified.
As shown below, we proceeded to plot the data per year, then plotted the FFT function
which presented as a trend line, and finally we plotted the residuals which are differences
between the fitted function and the actual data. The plots were shifted to have the sine wave start
at point 0 for better visualization and analysis. The significance of the residuals is that when a
model has been fitted, it is good practice to check that the model really does provide an adequate
representation of the data. The usual way of checking this is by performing the residuals analysis.

The following figure displays a plot of both the average temperature as well as our sine
wave amplitude for the entire 63 years shown in blue and red respectively. Judging from the
figure, the amplitude remained flat so we decided to use the mean as our amplitude or C1 value
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which turned out to be 8.824. However, when analyzing the average temperature, we noticed that
it was following a linear pattern and hence we decided to perform linear regression using the
polyfit method in MATLAB® which gave us a slope value of 0.0611 and a y-intercept value of
70.712. These values were then plugged back into our model to obtain the general equation.

The following table shows the descriptive statistics of both the average temperature and
the amplitude. One thing worth mentioning is the fact the temperature seems to be increasing on
a constant basis over the 63 years observed.
Avg. Temp
Mean
Standard Error
Median
Mode
Standard Deviation
Sample Variance
Range
Minimum
Maximum
Count
Largest
Smallest
Confidence Level
(95.0%)

Co
72.667
0.253
72.698
N/A
2.005
4.018
7.506
68.446
75.952
63.000
75.952
68.446
0.505

Amplitude
Mean
Standard Error
Median
Mode
Standard Deviation
Sample Variance
Range
Minimum
Maximum
Count
Largest
Smallest
Confidence Level
(95.0%)

C1
8.824
0.108
8.846
N/A
0.854
0.730
3.419
6.966
10.385
63.000
10.385
6.966
0.215

After performing linear regression on the average temperature, and computing the mean
on the amplitude, we were able to determine our general equation to be following:
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After finding the overall equation, we decided to select a random sample of 2000 days to
confirm that our model remained sinusoidal as shown in the figure below.

Although the residuals shown in the above figure seemed to also follow a sine wave
model, we decided to first run some temperature predictions using our FFT model to measure our
accuracy. Our predictions turned out to be very unreliable since some temperatures were close,
others were off and yet others did not make much sense. Below is a small sample of temperature
that came out to be somewhat accurate.
Day
23231
23232
23233
23234
23235
23236
23237

Actual Temp
88.00
84.90
84.90
84.20
88.00
88.00
89.10

Forecasted Temp
60.72
60.53
60.35
60.18
60.00
59.83
59.67

Percent Error
31%
29%
29%
29%
32%
32%
33%

Accuracy
69%
71%
71%
71%
68%
68%
67%

Since our predictions were not as close as we expected, we decided to analyze the
residuals histogram plots which all turned out to be normally distributed in most cases and
skewed in other cases. Below are three examples of our histogram plots. Granted more time, we
would have continued our residuals analysis in hopes of possibly generating more robust and
accurate temperature predictions.
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In the FFT model, we plotted the entire Atlanta data-set and realized that the data
followed a sine wave model. Hence, we assumed that the Fast Fourier Method could be used
because of better accuracy and precision. In addition, the FFT model helped in the calculations
of the overall average temperature and the amplitude. It also confirmed that we had only one
frequency over the data-set. Once the data was plotted, the trend method was used to confirm our
sine wave model, our data was shifted to have the sine wave start at point 0. The amplitude plot
came out to be fairly flat for the 64 years whereas the average temperature showed a very small
steady increase. The linear regression method was used on the average temperature to help
predict a temperature in the future. Lastly, the residuals plots were generated and these turned out
to be normally distributed. We then decided to move on to the pattern recognition model.
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Pattern Recognition
Climatology and Analog Methods
Establishing and Generating Algorithms
As we discovered in the previous method, historical temperature data appears to follow
predictable trends. Although some outlying events do occur, they are statistically rare. Armed
with this knowledge, we set out to predict the data movements using a known reliable approach:
the analog method.
Searching through a collection of data of more than one-hundred-thousand figures lent us
a high probability of finding particular matches; however, a precise regenerative code needed to
be developed. This code also needed to be developed in such a way that would allow for
adjustments as our experiments progressed.
The initial step was to produce a vector made up of all previous n temperatures from a
given day (d).

The MATLAB® code used for this vector is shown below:

Once this vector A was established, we needed to create a repetitive algorithm in order to
build progressive vectors through the database. At each step, the new vector would need to be
compared to A. The Following vector demonstrates this concept where q is equal to the size of
the data set.
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The construction of this matrix in MATLAB® is shown below:

The variables d and q are used to denote the offset for the day the forecast is being
sought, and the number of days being evaluated (and the size of Z) respectively.
For each iteration of Z, A and Z were first compared for equality. The result of this
comparison often concluded with few or no matches. This coincides with what our research
originally indicated about the problems with the analog method. As we decreased the sizes of A
and Z (or n), we began to obtain matches for some values. When n was set equal to one (1), we
were able to obtain matches for all values.
We were reluctant to concede at first that an accurate forecast could be generated from
only knowing the previous days maximum temperature; however, we moved forward to put our
hypothesis to the test. In order to do this, we needed to generate a third vector. This matrix
would be created from all values of n+1 found to immediately follow a matching matrix of Z.
The illustration to the right shows an example of
the concept. If the vector created by the data surrounded
by blue were to match the data immediately preceding our
subject date (A), then the value surrounded by red would
be stored in the vector Temps. This is to say that Z(n+1)
would be placed into Temps.
The creation of Temps was easily implemented
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into MATLAB® using a counting
variable (f).
By establishing a vector Temps,
we were then able to perform multiple
mathematical operations on Temps to
predict the following day’s temperature.
Varying Vector Sizes
After we had completed a MATLAB® code which would generate a vector of possible
predictions (Temps), our next challenge was to adjust the size of that vector to produce an
accurate average result.
Since we were looking at matches with a size of one (1), our match set was very large. In
some cases, the size of Temps would exceed three-hundred (300). Below is an example of the
MATLAB® results when a random day was chosen for a temperature prediction. The number of
days used for comparison was set to one (1).

As you can see from this example, 241 matches were found, and the average of the values
of Temps produced a predicted temperature of 53.1162 degrees. The actual temperature of the
subject day was 43 degrees. With an accuracy of more than 80%, these preliminary findings
were promising. The issue remained that some days would not have a match of greater than one
(>1). Additionally, as we will discover, jumps could occur and greatly diminish our overall
accuracy.
To demonstrate this point, the below graph illustrates the effects a
temperature “jump” would have to the current method of forecasting. It is apparent that the
prediction provides a more “smoothed” graph; however, the actual temperatures fluctuate more
than a small value of n would allow.
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After determining that having a larger data set in which to average would increase our
accuracy, we decided find ways to increase the size of A and Z. To do this, we began to look for
all vectors of Z in which the average was equal to the average of A. By using the same date as in
the first example, we ran a new prediction. This time, we looked for larger sizes of n by
comparing the mean of A and Z. Below is the result.

As you can see, our accuracy went from 80.9546% to 92.2967%. This improvement
appears to be promising.
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You can see from the new graph that the prediction has been drawn closer to the actual
temperature. Our hypothesis that a larger view of previous days (a larger value for n), would
result in a more accurate prediction seems to be true. It appears that a larger value of n joined
with a lower size of Temps yields the highest degrees of accuracy. To further lower the size of
Temps, and take into account the stability of the data, the standard deviation of both A and Z were
compared. The below MATLAB® code was used for this comparison.

The MATLAB® output below predicts the first half of October, 2008 (1st - 15th). You can
tell from the results that the use of n = 14 gave an accuracy percentage of 96.0395% over the
period.
The entire MATLAB® code used for this section can be viewed at the end of the
document.
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Multi-City Comparisons
In discovering the impact that vector sizes played in obtaining an accurate temperature
prediction, we also discovered that temperature jumps could greatly divert our approximations.
In an attempt to predict large potential temperature changes, we looked to temperature data from
other cities.
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If a cold or warm
front were approaching
Atlanta, Georgia,
weather stations to the
west and the north
should indicate the drop
prior to it’s arrival in the
primary city. We
thought that if we were
to construct a matrix,
similar in structure as the
original vector A, but in
greater dimension and spanning more cities, we could capture this valuable piece of information
within our algorithm. As the illustration shows, all city data within the blue box would now be
contained in a new matrix A when trying to find a prediction for the data in the red box (n+1).
The matrix would be of the following form.

MATLAB® was used to create an algorithm for this new matrix.

Additionally, a new matrix Z would need to be constructed for all increments of the data
set. To generate this, we established the following algorithm.
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These matrices were constructed using MATLAB® in the following code.

The next issue that we faced was concerning the method to employ in comparing the
matrices A and Z. To assume a matrix Z could exist that would equal matrix A was not likely.
The assumption was confirmed when the program was run in search of exact matches of all
matrices A and Z.
We decided to allow a degree of tolerance to our equality. It was decided that if the
absolute value of the difference between A and Z were less than a determined tolerance, the
combination would be considered a match and the n+1 value of k=1 (the first column) would be
added to our vector Temps. The result yielded predictions that were lower in accuracy that the
original prediction of a single variable. Knowing that the preceding local temperatures provided
fairly good accuracy in predicting the next day’s temperature, we decided to alter the
MATLAB® code to place a heavier “weight” on the local temperatures. As a result, an
augmented matrix was formed.
The submatrix (as illustrated by
the green box) would be
used to compare to the
first column of a matrix
Z. No tolerance was
allowed for this
comparison. For the
columns of k>1
(illustrated by the blue
box), a tolerance was
introduced to the
difference between the two sub-matrices. This comparison allowed for a greater deal of
“weight” to be placed on the local temperature trends; however, it also eliminated cases where an
unusual difference in temperatures occurred in surrounding cities within the observation window
(n days). The MATLAB® code easily accomplished this comparison.
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The new program was run to compare prediction accuracy for the same day used in the
single-city forecast in the previous section. As you can see below, the accuracy increased by a
small amount from 92.2967% to 93.0065%. Also note (as an expected result) that the number of
matches (or the size of Temps) from nine matches to three.

When the program was run with the parameters of n = 3 and a tolerance < 8, the
following results were given over a tenday period. The accuracy for this
period was 98.0576%.
The results were quite similar to
our original accuracy and error
percentages of single-city predictions;
however, occurrences of non-existent
matchings greatly increased. In cases
where the vector Temps was large,
introducing additional cities increased
prediction accuracy by a very small
amount.
After the numerical analyzation
of our results, it is possible that our
selection of cities could have hindered
our ability to benefit from this
technique. The proper placement of
weather stations within an established
“trend” path could produce a more
predictable temperature deviation at determined time intervals.
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Multiple Day Forecasts
Multiple day forecasts are compiled in one of two ways. Each method differs in the
method in which a prediction is updated.
in the first method, a Jacobian
numerical approach is implemented. For
every match of A and Z, the values of n+1,
n+2, … , n+i are incorporated into Temps
(or T in this case). This is easily done by
adding columns to the vector. To
accomplish this, the new matrix T is built
with the displayed code.
Once the matrix T is established, the average of its’ columns is calculated. This new
resulting matrix, P, is translated into the following n days of forecasts (depending upon the
chosen size of the forecast).
To determine the accuracy of these predictions, the the program was run for a ten-day
forecast. The size of n was set to 8.

As the output demonstrates, this method can be accurate if the data were to remain stable;
however, any jump within the forecast window would directly affect the accuracy of the
following days. Take the following ten-day forecast for example.
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In this forecast, a drop in the
temperature trend is experienced
midway through the forecast window.
Even though the temperatures return
to the established trend, the downward
“jump” diminished the accuracy of
this forecast. The graph also shows
the loss of accuracy during the
observed drop period.
To address this scenario, a
compounding method is needed. This
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is the common practice used by most weather prediction services.
The principles behind this type of forecasting depend upon updating the data throughout
the forecasting window. This means that with every day of observed data, the forecast would be
updated. Any large jumps within the observation would call for another analysis of the
remaining forecast data. Often, a lowered value of n (along with a larger size of Temps) would
result in re-obtaining accurate predictions.
Overall, an extended forecast does not seem to gain nor lose accuracy over time. A
greatly extended forecast (i.e. thirty-day or sixty-day) appears to take on the role of a climate
forecast. Many weather prediction outlets use the simple non-compounded method for
-24-

predicting long term forecasts. This method is also commonly used in predicting seasonal
precipitation.
Below is an example fifteen-day forecast generated without compounding. When
compared to the actual observed temperatures, you can see that the overall fifteen-day period
resulted in a 90.1355% accuracy percentage. This accuracy is well within the acceptable
variances for such an extended forecast. It can also be noted that the distance for the subject day
(d) does not appear to have an effect on the accuracy of the prediction itself.

Finally, we wanted to check our temperature prognostications against those who are paid
more than we would care to know. The temperature window in question was five days from
November 13th 2008. Our algorithm was run to produce a five-day forecast with n = 5. The
forecasts were recorded from four major news and weather channels for comparison. For the
following 5 days, the actual temperature readings were recorded and our forecast model was left
without compounding (as we were not updating the news outlet’s data either).
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The Test: The Five-Day Forecast
At the conclusion of the five days, the data was compiled without further computation.
Below are the results.

It was observed that (ironically) we were presented with three jumps during our five day
forecast. The results were conclusive on the inability for our program to perfectly predict the
unusual pattern. The graph below shows the consistent slope of the prediction line. The actual
temperature, however, clearly showed the jumping behavior during the forecast window.

Actual vs. Capstone Forecast

70.0
52.5
11/14/2008

35.0

11/15/2008

17.5

11/16/2008
11/17/2008

0
11/18/2008

Actual Temperatures

Capstone Forecast

The below chart compares our work to that of the four major news channels/outlets in the
metropolitan Atlanta area. Even though we were presented with three “jumps” in the forecast
window (a known weakness of any forecasting system), we were able to obtain a higher accuracy
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rate over the period than any of the other sources. Additionally, our figures were derived from
only a single category (temperature), and did not take into account other variables such as
humidity, wind, air currents (jet stream), precipitation, or air pressure. Most commercial (and
professional) weather prediction experts will utilize data from several different categories in
determining their forecasts.
We are quite pleased with our success.
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84.39%
84.81%
84.86%
84.04%
85.13%

Jumps and Trends
Trends and Climatology Methods
As discussed in previous sections, temperature generally follows a sort of pattern and,
considering the changes remain constant, can be quite easily predicted. One of the harder
aspects to predict/forecast is that of a jump occurring. This type of forecasting is one that is
studied by many people recently. Not only is it beneficial in temperature prediction, but also in
forecasting stock market fluctuations.
The first step to take in beginning to predict jumps was obviously that of analyzing the
ones that have occurred. We first built a basic array that simply calculated the difference
between each day. We did this using MATLAB® as follows:

As you can see, we stored these values in matrix A. To further determine what we would
declare as a "jump", we first calculated the standard deviation of this matrix A, which is 5.7.
Finally, we decided to rule a jump as any difference that is greater than two standard deviations
from the mean, or in this case, a jump is any difference in which the absolute value is greater
than or equal to 11.4.
After we had determined the value that would indicate a jump, our next step was to
construct a matrix to hold all of these values. We developed an algorithm in MATLAB® to
determine if a given difference was a jump or not and then we stored it in a new matrix named Z.
To the right is the syntax for this step.
The next question that poses itself
is then how can we predict these jumps?
The first step we took in analyzing these
jumps was to determine when they occur.
We assumed that the frequency of jumps
in spring and fall would be greater than
the frequency of jumps in summer and
fall. This would not exactly enable us to pinpoint when a jump would occur, but it is a step in
determining the number of days that will fall between days with jumps. Based on our
assumption, we expected the number of days in between jumps to be shorter in spring and fall
than the number in summer and winter. To examine the jumps in the seasons, we used a
MATLAB® algorithm to count the number. We started at day 80 for the year, which is the
equivalent of March 21st which is an average date for the first day of spring and we counted the
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number of jumps for a 90-day block. We then increased our start date by 365 days and counted
the number of jumps for another 90 days. We repeated this process in a loop for all 64 years of
data that we had. Below is the algorithm we developed:

We then followed the same recipe of an algorithm for counting the number of jumps in
each season. The only difference was for summer we started at day 170 which is equivalent to
June 19th, fall began at day 260 which is equivalent to September 17th, and finally winter began
at day 350 which is December 16th. We then took the mean of the number of jumps per season.
The table below describes our results:
Season

Spring

Summer

Fall

Winter

Number of Jumps

4.765625

0.75

5.047619

1.52381

As you can see from the table, the jumps are much more frequent in spring and fall than
summer and winter. This was one of the first steps in being able to determine the probably for a
jump on any given day.
The next step we took in analyzing these jumps was to evaluate the differences in days in
which jumps occur. Upon first glance and thought, we assumed that the jumps would be much
more likely to occur with a short difference in days solely because of the volatility that occurs
with a jump. The temperature would then have to make a jump in the opposite direction in order
to stabilize itself.
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We constructed a MATLAB® algorithm to determine the difference of days. Here, our
hope was that our assumption would be true, that the number of days in between jumps would be
relatively small in general, and also that the number of days would follow some sort of
distribution. This would obviously be the best scenario because it would enable us to easily
provide the probability of a jump on any given day. The algorithm developed is listed directly
below with the histogram of days following.

After viewing this histogram, our immediate response was that the data resembled an
exponential distribution. However, while it did resemble the distribution, it did not match all the
characteristics of exponential distributions. The main concern was the fact that mean2 ≠
variance. For this data, we had the following descriptive statistics:

-30-

Mean

16.803

Mean2

282.35

Variance

889.94

As you can see, these values are not even close. The next step we then had to take was to
"shave off" part of the tail. In a typical exponential function, the y-value approaches zero very
quickly and then remains very close to y=0 for the duration of the function. In our histogram,
you can see that the y value does approach zero very quickly; however, there are many outside
values that prohibit the function from hovering at zero. To begin the search for this "cutoff"
value, or value which causes occurs at the first occurrence of mean2 > variance, we constructed
another MATLAB® algorithm. The sole purpose of this algorithm is to take both the mean and
variance and find where the above inequality becomes true and declare that value the "cutoff"
value.
To begin the algorithm, we start with an extremely high cutoff value to be used in a for
loop. Since the highest value in the matrix Z we found above was 218, we decide to start with
208, which is probably high to start with considering the great amount of difference between our
original mean2 and variance, but we want to be sure not to eliminate any possibly cutoff values.
The algorithm then compares each value from the matrix Z with the current cutoff value. If the
value from [Z] is less than cutoff, we store it into a new array, if the value in [Z] is greater, we
simply discard the value. As each new value is added, we compare the current mean2 and
variance. We do this every time a new value is added to our array, namely P. We then determine
if mean2 > variance through a certain number of points in the array, and if so, the program the
displays the cutoff value where this first occurs. Below is the code used:

After we ran this code on our data, we found the exact cutoff value to be 59. The
descriptive statistics are as follows:
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Mean

10.1946

Mean2

103.929869

Variance

103.2454

As you can see, the values of mean2 and variance are very close now; therefore, using the
cutoff point of 59, we can label our distribution of the jumps as being that of exponential.
One of the distinguishing values of the exponential distribution is that of lambda (λ). To
find this lambda value, we used maximum likelihood technique. We know in exponential
distributions that mean =

therefore, we determine λ by

. Therefore:

. We now use our λ value to approximate the
distribution of our jumps. Below is the plot of both the jumps throughout the cutoff (blue line)
and the exponential distribution with λ = 0.098091.
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(Note: The matrix P used here was developed using the same code as above, the only difference
is after determining the cutoff to be 59, and we set that value as a constant and built the matrix).
Now that we have the exact exponential distribution that these jumps follow, we are able
to predict the probability that a jump will occur on any given day. From the plot, you can see
that you are much more likely to experience a jump if one has occurred in recent days. The
further the distance it has been since the last jump, the more unlikely it is that one will occur.
These values were calculated quite easily. We simply took the number of jumps that occur on a
given day and divided them by the total number of jumps, which in our case was 1300. The
MATLAB® code is listed below.

Thus, using the given equation for exponential distributions, y = λe-λt, this probability can
be found with relative ease. To find the probability of a jump before any given day, we would
simply calculate P(J<X) = 1-e-λt, where X is the day that you want to predict a jump before. In
an example, suppose we want to predict the probability of a jump occurring before 14 days of the
previous jump. We would compute this probability as follows:

Therefore, the probability of a jump occurring within 14 days from the previous jump is
0.7496 or 74.96%.
This method is something that, given more time, we would have dove deeper into and
hopefully have been able to get a larger grasp on being able to predict these jumps very
accurately. Not only would we hope to be able to predict when a jump will occur, but the
magnitude and direction of the jump as well. However, we can, as of now, predict the
probability of a jump on any given day, just as precipitation is predicted by most major
broadcasters.
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Conclusion
As you can tell, the methods tried during this semester varied in their level of success.
Many of the methods we tried were beneficial in directing us in better directions. They gave
feedback to either steer us further in a certain direction or steer us completely away from a
certain direction. Thus, all methods were beneficial in a sense; however, not all were successful
at predicting temperature accurately. We found the most successful method to be that of pattern
recognition. This method seemed to be the least affected by jumps, as well as provided the most
consistent prediction across the board. By using this method, we were able to consistently beat
local weather stations as well. By running different five-day forecasts, our overall accuracy rate
was the highest over the five days selected. We definitely consider this to be a success for our
project.
As far as further research, if given more time there are definite aspects that we would
continue to develop. For one, we would like to be able to better predict jumps in temperature.
Currently, we are only able to predict the probability of a jump occurring, yet are unable to
predict the magnitude of the jump, nor the direction. These are definitely areas that we would
like to focus in on more and be able to better predict them. This would only add to the accuracy
of our predictions.
Along this line, we would also like to select different cities to run comparisons between
them and Atlanta. We feel as if we had cities that were closer to Atlanta we would then be able
to predict when a jump would happen. For example, if we selected our cities accurately, we
would predict jumps in Atlanta based on jumps in other areas. Our hope is that we would be able
to determine a constant correlation between the cities and thus be able to predict when a jump
would occur based on when it occurred in another city. We believe that the correlation would be
present and therefore it would then increase our overall accuracy of predictions. Currently, the
only major factor that is causing our accuracy ratings to be lower than wanted is jumps
occurring. However, as we can tell from most local weather stations we used to compare
ourselves against, jumps cause problems to every prediction method and to everyone predicting
temperature.
Finally, one last approach we would have liked to explore given more time would be that
of analyzing another variable like air pressure, humidity, etc. We believe that by analyzing
another variable and comparing it against our analysis of basic temperature we would also be
able to find a correlation between the variables. We also believe that an inclusion of a second
variable would also enable us to predict jumps.
In conclusion, we consider the overall outcome of our project a success. At the
beginning, our goal was to find a method to predict temperature using only past temperatures and
to then compare your results to local weather stations and compare accuracy rates. We were able
to find an effective and efficient outcome and were then very successful when putting our results
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up against other stations. We learned different ways to analyze our data and were exposed to
some methods we had only ever heard about, such as FFT. We grew in our confidence of
immediately making assumptions about data and again in choosing appropriate methods.
Therefore, again, we consider this project to be a success.
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MATLAB® Codes
Linear Codes

Jump Codes
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Pattern Recognition and Forecasting Codes
Temperature Predicting
This code generates a prediction matrix (along with it’s accuracy and error calculations). The
input required is the size of the comparison vector (n) , the number of days offset for the end of
the data set, and the number of regenerative predictions requested previous to the offset day.
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Multi-City (matrix) Temperature Prediction
Like the single city version, this code generates matrix variables of the size n-by-k for the
matrices A and Z.
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Multiple Day Forecasting
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